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Abstract— Firewall development and implementation are con-
stantly being improved to accommodate higher security and
performance standards. Using reliable yet practical techniques
for testing new packet filtering algorithms and firewall design
implementations from a functionality point of view becomes
necessary to assure the required security. In this paper, an
efficient paradigm for automated testing of firewalls with respect
to their internal implementation and security policies is proposed.
Randomly testing the firewall matching functionality requires
exponential number of testing scenarios and thus an impractically
long testing period. We propose a novel firewall testing technique
using policy-based segmentation of the traffic address space,
which can intelligently adapt the test traffic generation to target
potential erroneous regions in the firewall input space. We also
show that our automated approach of test case generation,
analyzing firewall logs and creating testing reports not only
makes the problem solvable but also offers a significantly higher
degree of confidence than random testing.

I. INTRODUCTION

In enterprise networks, the security of the internal network
against attacks, illegitimate traffic, and unauthorized access
can be a crucial to the success of the entire business operation.
As firewalls are core elements in network security, deploying
correctly functioning firewalls is mandatory to accomplish
these security goals. Firewalls are filtering devices usually
placed at the boundary of the network to block unwanted traffic
from/to external networks, as well as to regulate traffic flow be-
tween domains inside the same network [8]. Firewalls usually
undergo continuous modification to their internal design and
implementation to improve performance [10] or to add new
features [9] (e.g., extra filtering fields, enhanced logging, etc.)
Thus, the firewall matching functionality always needs to be
tested and verified to have some assurance on the correctness
of the firewall implementations.

The complete framework of firewall testing should contain
two components: (1) generating test packets that test the
firewall given a certain policy, and (2) generating various
policies scenarios to test the firewall handling of different
policy styles/configuration. Although both are needed to claim
a complete testing environment for firewalls, our focus in this
paper is on the first problem, i.e., given a firewall/policy, how
to ensure that the firewall implements this policy configuration
correctly.

Testing the firewall by exhaustively injecting all possible
packets into the firewall will be enough. However, this is
infeasible due to the huge number of packets needed. Even
if we try to restrict the test traffic to the range of relevant

destination addresses only, it is still an impossible task to do.
With destination address limitation and using many optimiza-
tions, the required testing time can be reduced from about
4×1013 years to 4.5 years at a test rate of 1G packets/second.
Both traffic and time needed are still prohibitive. Random
sampling/testing can also be used but its one-sided error
probability (i.e., probability of faulty firewall passes the test)
is impractically high.

A smart method to select the packets used for testing is
needed to save time and increase the test accuracy. Using
a careful study of the policy, its rules, and the inter-rule
interactions; the different decision paths of the firewall fil-
tering algorithm can be tested individually. The whole range
of different packet header values (i.e., protocol, source ad-
dress/port, destination address/port) is divided into different
regions (segments) based on the policy. Each segment is
tested according to some measures (weight) that reflects the
important of this segment in testing in order to achieve the
best testing accuracy. The formalization, implementation and
evaluation of this framework are discussed in this paper.

In the next section, a quick overview of related work is
provided. Section III discusses the system framework and its
different modules. The test data generator is discussed in
Section IV. In Section V the system is evaluated. Finally,
Section VI presents the conclusion and plans for future work.

II. RELATED WORK

Testing is considered not only one of the most important
phases but also the most expensive and time consuming phase
in any production line. Testing techniques are categorized into
two main techniques: black-box testing (or functional testing)
and white-box testing (or structural testing) [2], [6]. In black-
box testing, the internal structure or implementation of the
component under testing is unknown. In this approach, test
case generation is performed either exhaustively or selectively
based on statistical techniques. On the other hand, the white-
box testing approach assumes the knowledge of the internal
structure or the implementation to generate the test cases.
In the context of our work in this paper, the black-box
testing approach is more appropriate for testing firewall as the
filtering/matching implementation details may not be known.

We can generally categorize firewall testing into two groups:
offline and online testing techniques. In offline testing, simu-
lation is used to mimic the network and firewall behavior and
discover configuration errors. In [11], a CASE tool is used to



model the firewall and the surrounding networks in order to
generate firewall test cases against a list of simulated security
vulnerabilities. On the other hand, in [16], [1] a firewall
analyzer was presented to simulate firewall behavior given
a certain policy configuration. It also allows for designing
user-defined queries and test cases to examine the firewall
operation. In these approaches, the simulation is performed
totally offline without injecting any packets into the firewall.

In the online testing approach, real traffic is injected into
the network and the corresponding firewall behavior is then
examined. The currently available online testing techniques
are mainly focused on performing firewall penetration tests,
where a set of vulnerability scanners are configured to generate
malicious traffic against the firewall. In [4], the authors pre-
sented a methodology to test the firewall security vulnerability
using two tests one is automated using a security analysis tool
(SATAN) while, the other test is manual which is based on
interacting with and observing the firewall. In [12], policy-
oriented approach is used to test the firewall against a list
of predefined vulnerability using various policies and hard-
ness levels. A functional approach is presented by in [13],
[15] where firewall vulnerabilities are classified based on the
firewall functional units to run the corresponding penetration
tests for different firewall products. A different approach was
taken in [14] by deliberately introducing errors in the software
modules of IPChains and NetFilter firewalls, and examined the
security vulnerabilities caused by these errors. In the CERT
guide to system and network security [5], experts recommend
a firewall testing strategy in which the boundaries of packet
filter rules are identified and then test samples are generated
from the regions immediately adjacent to each boundary.
Although this looks to be the closest one to our approach,
no formalization or specific technique was described.

In conclusion, most of the related work is focused on
designing penetration testing using predefined test cases or
based on network information and queries. We consider our
work novel as it is the first to consider the policy structure and
semantics for constructing the most critical test cases avoiding
random and exhaustive testing.

III. TESTING FRAMEWORK OVERVIEW

The testing framework consists of the following compo-
nents: segmentation module, segment weight analyzer, test
packet generator, and test analyzer (see Fig. 1). The following
is the description of each component.
• Segmentation module: This component converts the

device-specific policies to a canonical policy format and
segments them based on rule interactions [3] and network
information.

• Segment weight analyzer: In this component, the seg-
ments are analyzed and each segment is assigned a weight
based on a number of factors such as the number of
rules intersecting in the segment and the size of the
segment address space. The segment weight determines
the testing intensity (number of generated test packets)
for this segment.
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Fig. 1. Firewall testing framework

• Test packet generator: This component generates test
packets distributed in proportion to the segment weight.
For example, segments that involve many rules in the
policy and/or heavily populated with assigned network
addresses will potentially receive more test packets than
others. Each test packet carries test case information that
includes a packet sequence number, the targeted segment
id and the expected filtering action.

• Test analyzer: As a result of the firewall test cases, the
firewall logs the matching results, which are then parsed
and analyzed to validate the firewall operation. Using
the test case information (embedded in each packet), the
test analyzer matches the log results with the test case
information to determine erroneous cases. In order to
make this module device independent, the firewall log
is converted to a unified format before the final analysis.
The generated reports for each test case are stored in a
repository for further inquiries and analysis.

IV. ADAPTIVE SMART TRAFFIC GENERATION

There are three different approaches to generate test packets.
(1) The exhaustive approach, in which we generate all possible
packets, which requires a prohibitively large number of gen-
erated packets as well as long analysis time. (2) The random
approach, in which, we select randomly a set of packets that
will hopefully represent the different cases of the algorithm
and hit an error if any exists. This mode generates a fewer
number of packets but the probability of missing some of
the decision paths of the filtering algorithm is quite high,
as well as we do not differentiate between the importance
of different regions of the filtering algorithm’s input space.
(3) The selective mode, in which we consider the differences
between the different segments of the input space, and we can
intelligently test the various decision paths of the algorithm.

In this section, we describe our selective testing approach
in details. Our main goal is to generate the least amount of
traffic that is needed to test all the possible decision paths
for the given firewall policy. In order to have this span over
the firewall/policy behavioral cases, we will have to define the
space over which the entire policy could be tested.



Definition 1: The traffic address space is the space whose
elements are all the different tuples that identify traffic flows
in a network environment, especially from the firewall point
of view. This is usually composed of the transport protocol,
source address/port, and destination address/port. However,
other fields could also be used such as IP TTL and flags.

A. Firewall rule representation

Rules and address spaces are represented as Boolean expres-
sions where a packet satisfies this expression if and only if its
header information is contained in this address space. We use
Binary Decision Diagrams (BDD’s) as a standard canonical
method to represent Boolean expressions [7].
Each firewall rule is composed of filtering fields, namely:
<protocol, source IP, source port, destin. IP, destin. port>
The rule Boolean expression is created by concatenating the
binary representation of all rule fields into one chunk of bits.
Bits in this expression can be a value (0 or 1) or don’t care.
Each bit of this chunk is assigned a Boolean variable, and for
each rule either the variable or its complement is taken into
the expression, depending on the value of the corresponding
bit in the rule. For example, consider this rule:

R = <any, 67.*.*.*, any, 121.*.*.*, any>

The corresponding Boolean expression (φ) includes only the
non-don’t care variables for the source IP (bits x4 to x35) and
the destination IP (bits x53 to x83). Therefore:

φ =(x′4 ∧ x5 ∧ x′6 ∧ x′7 ∧ x′8 ∧ x′9 ∧ x10 ∧ x11)
∧(x′53 ∧ x54 ∧ x55 ∧ x56 ∧ x57 ∧ x′58 ∧ x′59 ∧ x60)

As we see, 100 variables were reduced to 16 variables.
This is a common case, where rules in policies are normally
aggregates, and a small percentage of them use specific values
for all its fields. In this paper we refer to the mapping from
the firewall rule Ri into the Boolean expression φi by the
following function:

φi = AS(Ri)

B. Policy-based address space segmentation

Our goal here is to investigate the behavior as thoroughly
as possible while keeping the testing traffic volume at a mini-
mum. Thus, we need to determine all interactions exhibited in
the firewall policy. In order to test every possible behavioral
pattern (i.e., decision path) of a firewall individually and
efficiently, we selectively generate a small set of test packets
tailored for each decision path. These decision paths can be
determined by intersecting all the address spaces of the rules.

Definition 2: A segment is a subset of the total traffic
address space that belongs to one or more rules, such that
each of the member elements (i.e., header tuples) conforms to
exactly the same set of policy rules.

In other words, packets that belong to the same segment are
identical from the point of view of the policy. It is important
to note that (1) all segments are pairwise disjoint, and (2) any
segment can be uniquely identified via the rules that apply
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R1: tcp   121.63. . : any   143.91.78. : any accept

R2: tcp 121.63.71. : any     143.91. . : any accept
R3: any . . . : any . . . : any    deny

(a) Policy address-space (b) Segmented address-space

Segment AS Rin Reff OR ACT
S1 φ1 {R1, R3} {R1, R2, R3} R1 accept
S2 φ2 {R2, R3} {R1, R2, R3} R2 accept
S3 φ3 {R3} {R1, R2, R3} R3 deny
S4 φ4 {R1, R2, R3} {R1, R2, R3} R1 accept

Fig. 2. Policy-based address space segmentation example.

to it. The first property shows that there is no redundancy
when segments are tested individually and the second property
ensures that testing all segments implies testing all different
decision paths with respect to the policy used.

To completely identify a segment, each one is associated
with the following information:

• Address space (AS): The Boolean expression represent-
ing the address space of the segment.

• Included rules (Rin): Ordered list of rules (i.e., as ordered
in the policy) containing this segment.

• Excluded rules (Rout): Ordered list of rules not covering
this segment (i.e., complement of Rin; R−Rin).

• Effective rules (Reff ): Ordered list of rules that con-
tribute to the formation of the segment.

• Owner rule (OR): The first rule in Rin will be taken as
the owner of the segment.

• Filtering action (ACT ): Firewall action to be taken for
this segment. This is taken as the action of the first rule
in the Rin list (i.e., the owner rule).

Fig. 2 shows a segmentation example of a simple firewall
policy composed of three rules: R1, R2 and R3. As a result
of intersecting the three rules, four address segments are
produced: S1, S2, S3 and S4. The information associated with
each segment is presented in the table in Fig. 2.

The segmentation algorithm (Algorithm 1) takes as input
the policy rules (R), the default action of the firewall (defAct),
and the initial domain (InitDomain) which is the total traffic
address space under consideration such as the network address
space or the default address space. More discussion of this
issue can be found in section IV-C. As a result it outputs the
list of segments induced by the given policy.

At the beginning, the initial segment is initialized, and
added to SEGLIST (the list holding the whole list of segments
created so far) at lines 1 and 2. Then we loop over the rules
to impose their effect on all the existing segments. We use
three variables just for the sake of readability of the algorithm;
S, IncSeg, and ExcSeg to refer to the currently processed



Algorithm 1 DoSegmentation (R, defAct, InitDomain)
1: SEGLIST ← Λ
2: AddSegment (InitDomain,Λ ,Λ , defAct)
3: for all rules: i = 1 to n do
4: for segments: j = SEGLIST.Count downto 1 do
5: S = SEGLIST [j]
6: IncSeg ← S.AS∧AS(Ri) {Included part of the segment}
7: ExcSeg ← S.AS ∧ ¬AS(Ri) {Excluded part of the

segment}
8: if IncSeg 6= Seg.AS then {Segment not contained in the

Rule’s AS}
9: if IncSeg 6= Φ then

10: AddSegment (IncSeg, S.Rin ∪ {Ri}, S.Rout,
S.Reff ∪ {Ri})

11: AddSegment (ExcSeg, S.Rin, S.Rout ∪ {Ri},
S.Reff ∪ {Ri})

12: else {no intersection between the rule and the segment}
13: AddSegment (ExcSeg, S.Rin, S.Rout ∪ {Ri},

S.Reff ∪ {Ri})
14: end if
15: else {Segment is inside the Rule’s AS}
16: AddSegment (IncSeg, S.Rin ∪ {Ri}, S.Rout, S.Reff )
17: end if
18: SEGLIST.Delete (Segment j) {delete the original segment}
19: end for
20: end for
21: return SEGLIST

segment, the overlapping portion of the segment and the rule’s
address space, and the non-overlapping portion (i.e., remaining
address space of the segment), respectively.

We have three cases of interaction between the segment
and the rule’s address space; (1) either split the segment into
included and excluded area, (2) leave the segment space intact
as an excluded segment if the rule doesn’t intersect with this
rule, or (3) leave the segment space unmodified as an included
space if the rule is a superset of the segment.

Restricting the segment adding (AddSegment) to non-empty
ones (lines 8, and 9) is necessary; otherwise exponential
running time in the number of policy rules is guaranteed as
there will be a deterministic growth in the number of segments
by doubling the number of segments after each rule, resulting
in a list of 2n segments. It is also important to notice that the
format constraints of firewall rules such as using contiguous
address spaces and a limited range of field values significantly
reduces the complexity of the segmentation algorithm, which,
in the general case, could yield exponential running time.

AddSegment is used to add a new segment to the total
segment list. If Rin is an empty list, the action (ACT ) of
the segment is set to the default (defAct), otherwise it takes
the action used in the first rule (assuming rule priorities are
their order in the policy). Similarly, if the Rin is non-empty,
the first rule is taken as the owner rule (OR).

C. Choosing the initial address space

There are three ways to set the value of the initial address
space (InitDomain). First, the initial domain can be the entire
possible traffic address space (i.e., corresponding to: <any,
*.*.*.*, any, *.*.*.*, any>). Second, we can use the traffic

address space corresponding to <any, *.*.*.*, any, “network
range”, any>. This can also be extended by ORing the AS
of the network range with the AS of the desired additional
address space such as multicast traffic (i.e., <UDP, *.*.*.*,
any, 224.*.*.*/4, any>). They differ in the address range used
and the desire to restrict the testing scope. Third, InitDomain
can be restricted to the address space used (i.e., assigned
to hosts and active services) in the network in order to
further reduce the testing time. However, this limits the testing
coverage and accuracy.
To combine the advantages of these options, we consider each
one with different testing intensity based on the density of
the address space used in the resulting segments such that the
segments including more used network addresses will have
more testing samples.

D. Measuring the segment weights

Having a measure for the importance (weight) of each
segment is essential, as this leads us to decide how intense
the testing should be within a certain segment. The weight of
a segment is mainly determined by its inherent properties that
might impact the filtering algorithm decision. The segment
weights can also be adjusted by the administrator if necessary
to reflect the business needs such as when a segment represents
critical domains or servers. However, our focus in this section
will be on the segment properties and how they affect its
weight. From the testing point of view, importance is a
measure of the probability that an error can arise in this
segment (i.e., a packet is treated differently from what stated
in the policy). We identify the following factors that affect the
segment weight:

1) Number of rules intersecting in the segment (|Rin|):
As the number of rules increases within a segment, the
filtering algorithm will face more decisions to make in
order to find which rule should be applied. The more
decisions the higher the potential of making errors. This
factor is normalized by |R|; the number of rules in the
policy.

2) Number of effective rules (|Reff |): When a rule inter-
sects non-trivially with a segment splitting it into two
non-empty segments, this rule becomes a member of
the set of effective rules of this segment. Similarly, as
the number of rules in this list increases, the matching
algorithm will have more decisions to make in order to
reach this segment, thus increasing the error potential.
This factor is also normalized by |R|.

3) Weight of the owner rule (wt(S.OR)): The owner rule of
a segment is considered important because, effectively,
packets match this segment only if they match this rule.
Thus, in correct firewall implementations, the action of a
segment is exclusively determined by the owner rule. In
general, the rule weight (wt(r)) is determined by (1) the
complexity of the rule as presented in the rule format
(e.g., basic vs. extended [9]), (2) the value of the fields
(i.e., specific values are more important than wildcards),
and (3) the number of related rules preceding this rule.



4) Cumulative weights of all contributing rules: The
weights of all the rules involved in a segment (i.e.,
Rin ∪Reff ) can affect the complexity of the matching
decision for this segment, causing a higher probability of
making errors in the matching. This is because matching
a packet within a segment can involve the evaluation of
all the involved rules before applying their priority to
choose the final rule (the owner rule if a correct decision
is reached).

5) Segment address space size: The main purpose of this
metric is to allow generating more test traffic for seg-
ments that include more actually used addresses in the
network because these segments are more critical for
this particular network. This means that the testing
intensity increases proportionally with the ratio of the
used address space to the total allocated address space
in the segment.

We formalize the testing intensity ρi of a segment Si as a
function that considers of all the factors discussed above as
follows:

ρi = w1
|S.Rin|+ |S.Reff |

|R| + w2.wt(S.OR)

+ w3

∑

r∈Rin∪Reff

wt(r) + w4
‖S.ASused‖
‖S.AS‖

In this formula, each factor is given a weight (w1 . . . w4) to
enable tuning the segment-weight calculation function with
the filtering algorithm under test. For example, when lin-
ear rule matching is used, more emphasis should be given
to wt(S.OR), so a possible weight assignment is (w1=0.1,
w2=0.7, w3=0.1, w4=0.1). On the other hand, rule/field cross-
producting algorithms [10] use overlapping sets of rules, and
therefore more weight should be given to |Rin| and |Reff |, for
example (w1=0.4, w2=0.1, w3=0.4, w4=0.1). If the underlying
filtering algorithm is unknown, we recommend using equal
weight values for all of these factors.

When test packets are generated, the packet header infor-
mation is distributed on the policy address space in proportion
to the calculated segment weights. During a test interval of T
seconds and using a rate of R packets/second, the number of
generated packets ni for segment Si is given by the formula:

ni =
T.R.ρi∑
Sj∈S ρj

E. Post-test analysis

The post-test analysis is the process through which we can
detect whether the firewall is functioning correctly or not
through analyzing the testing results from the log. The order
of the generated packets in the test cases files is the same
as their order in the U-Log file. To keep track of the current
packet order we will maintain a line counter LC.

Algorithm 2 processes the log to detect two possible
types of errors. The first, is when the expected matching
action (EMA) is different than the observed matching action
(OMA) (Lines 5-7), while the second is when there is a

Algorithm 2 Post Test analysis
1: LC = 0, LSN = 0, CSN = 0;
2: while not end of the U-Log file do
3: EMA= Expected Matching Action
4: OMA= Observed Matching Action
5: if OMA 6= EMA then
6: Call Error1 (LC);
7: end if
8: if LSN = 0 then {a new U-LOG file or SN reset}
9: CSN ←Current packet Sequence Number

10: LSN ← CSN − 1
11: else
12: LSN ← CSN
13: CSN ←Current packet Sequence Number
14: end if
15: if CSN > LSN + 1 then {packet is missed}
16: Call Error2 (LC, CSN, LSN);
17: else if CSN < LSN + 1 then {packet is duplicated}
18: Call Error3 (LC, CSN, LSN);
19: end if
20: LC ← LC + (CSN − LSN)
21: end while

malfunctioning device operation causing missing (Lines 15,16)
or duplicate (Lines 17,18) log entries.

V. EVALUATION AND RESULTS

As described in Section IV-D, the segment weight function
was formalized in order to reflect a strong correlation with
the probability of firewall implementation errors. In order to
evaluate the efficiency of our testing framework, we investigate
the effect of various parameters such as the degree of segment
weight-fault correlation, policy style (i.e., the inter-relation
between the rules within the policy [3]), and segment sizes,
and then compare the accuracy of our scheme with the random
test generator. The random tester generates packets uniformly
over the whole policy address space within a given time period.

Fig. 3-(a) shows the effect of segment fault probability
on the accuracy of our presented approach compared to the
random approach using a full range of weight-error corre-
lations. Our approach shows a significant improvement over
the random tester even when zero correlation is used. This is
attributed to the policy segmentation technique that ensures
that each segment will be tested. This is unlike the random
tester where entire segments might be skipped.

Fig. 3-(b) shows that our system gives significantly better
results over the random sampling in all cases when the policy
style is investigated. However, there is a general tendency that
policies with high interaction and/or high portion of specific
rules (e.g., where all tuples are specified) would give better
performance with our technique rather than with the random
sampling approach.

Notice that in both Fig. 3-(a) and (b) we took a conservative
approach by neglecting the tiny segments in order to remove
their biasing effect. However, segments with very small ad-
dress spaces are usually tested exhaustively, thus causing our
technique to be superior over random testing but this might
hide the effect of correlation and policy style.
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Fig. 3. Evaluation of different factors affecting the improvement in the firewall test accuracy relative to random-sampling test.

Fig. 3-(c) shows the effect of the segment size distribution
on the accuracy of our approach. It clearly indicates that the
more the distribution is skewed the better the accuracy of the
segmentation-based policy testing scheme. However, even with
low skewness, the improvement is shown to be as a high as
70% over random testing.

In conclusion, the segmentation based technique shows
significant superiority over random sampling under various
conditions. Moreover, when using more test options like
exhaustive testing of small segments, and utilizing network
information, the testing results become orders of magnitude
more accurate within reasonable testing times.

VI. CONCLUSION AND FUTURE WORK

This paper presents a new efficient testing technique for
the implementation of filtering-based security devices such as
firewalls. The technique avoids both the exhaustive and ran-
dom testing via segmenting and classifying the firewall policy
address space based on critical testing factors such as the
rule interaction, order, complexity, and network information.
Using this approach, our evaluation study shows significantly
better accuracy and performance than random testing as the
probability of missing all fault locations becomes considerably
small. Our approach is also shown to be robust as it maintains
better results than random sampling even when there is a
small correlation between estimated segment weight and the
probability of error/fault. When policies of various styles and
different segment sizes are used in our evaluation study, our
approach is shown to be superior in all cases. It is also shown
that the policy segmentation approach has more advantage (as
high as 70-90% over the random testing) as rule interaction
and/or the skewness of the segment size distribution increases.

Currently, our research is in-progress to bundle the system
with a policy generator module in order to test a firewall
under several scenarios of policy configurations. Taking into
consideration that policies should be as orthogonal as pos-
sible in their relation with the filtering algorithm, renders
the selection of efficient test policies a really hard problem.
Studying the segmentation behavior for several policy styles
needs further investigation. More refinement to the weight

function to consider various filtering techniques used in IPSec
and IDS devices is also under investigation.
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